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Abstract
Existing efforts in software protection have mostly focused
on how to detect violations of confidentiality or integrity,
with the goal of safeguarding information or ensuring the
correctness of execution. Little has been done to study the
handling of such violations, where the common practice is to
crash the program. However, such strategies sacrifice avail-
ability, which is not acceptable in real-time safety-critical
cyber-physical systems (CPSs), where untimely computation
can have catastrophic physical-world consequences.

To bridge this gap, we present Gecko, an attack recovery
approach that not only timely recovers the execution from
the attack but also disables exploited features to improve sys-
tem availability. Realizing Gecko presents two technical chal-
lenges. To defend against repeated exploitation, Gecko utilizes
compartmentalization for runtime attack input identification
and introduces fail-safe shadow compartments to disable the
exploited features while ensuring graceful degradation. To
remove attack impacts in a timely manner, Gecko employs
selective data reset through snapshot recovery. It further uses
an I/O reference monitor to avoid peripheral re-configuration.
We developed a prototype of Gecko and evaluated it on three
CPS platforms: ArduPilot, Jackal UGV, and OpenManipula-
tor. Gecko achieves recovery with 83.3% task deadline hits
while incurring a runtime overhead of 8.28%.

1 Introduction

As computing technology becomes ubiquitous across dif-
ferent societal sectors, CPSs have become a cornerstone of
modern infrastructure. While this integration has transformed
our daily lives, it also underscores the importance of safe-
guarding these systems. However, existing software security
protections, such as memory encryption [1] and control-flow
integrity (CFI) [2] focus on the protection of confidentiality
and integrity. Upon detection of security violations, the com-
mon approach is to terminate and restart the process. However,
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this design choice has direct impacts on system availability,
which is crucial for CPSs that continuously interact with the
physical world, as correct but untimely computational results
can have catastrophic physical-world consequences.

Existing Availability Solutions and Open Problems. While
existing software security defenses [2–4] often regard avail-
ability as a less critical property, there have been significant
efforts in system resiliency [5–10], which is closely related.
Unfortunately, these approaches often assume a specific fault
model for achieving system availability. As such, they face
fundamental challenges when applied to security attacks.
First, some approaches aim to maintain execution continuity
after a crash [11, 12] by addressing the root cause. However,
they are designed for specific bugs (e.g., concurrency bugs)
under benign scenarios, where the patterns of bug manifesta-
tions and root causes are known. However, the adaptive nature
of attack often renders these methods less effective. Second,
existing approaches often focus on the timely recovery of
cyber data, with little attention to peripherals (connection to
the physical world). They typically reset corrupted data via
either rebooting [5,7,8,11] or checkpoint/restore [13,14]. The
former often leads to long periods of unresponsiveness, while
the latter is less applicable to CPSs that rely on external pe-
ripheral states [15], as these states cannot be restored simply
by resetting processor memory.

Our Solution – Gecko. To bridge the gap, we design and
develop Gecko1, a recovery-based approach to improve real-
time software availability in safety-critical real-time CPS
against memory corruption attacks. In this work, we formulate
real-time software availability as the ability of tasks/processes
to meet deadlines in real-time CPSs. Under the assumption
that there exists a reference monitor that can detect violations
of security properties, Gecko focuses on real-time availability
in the handler. Therefore, the availability protection we seek
necessitates tackling two hard problems, maintaining system
availability (liveness) against repeated exploitation attempts

1The name is inspired by the gecko’s self-amputation behavior, where it
sheds its tail to evade threats.



and recovering execution in a timely manner (timeliness).

Ensuring System Liveness - Mitigating Repeated Exploitation
by Feature Reduction. To ensure system availability, simply
restarting the system is insufficient, as the attacker can repeat-
edly exploit the vulnerability to crash the target. Ensuring
system continuity (system liveness) requires isolating adver-
sarial inputs that exploit vulnerabilities and compensating
for the resulting loss of input, both of which are challenging
problems in system and CPS security. To identify the adver-
sarial input that triggered the vulnerability, we build on top of
existing literature on causality analysis in crash [16, 17] and
attack [18–24] triage. However, many of these methods are
designed as analysis tools that trace large amounts of memory
instructions across the entire program space and can incur
prohibitive overhead for real-time systems. Gecko addresses
this challenge by leveraging software compartmentalization
to enable tracking of runtime dependencies with less over-
head, albeit at the cost of coarser granularity. On the other
hand, removing the exploited input will inadvertently change
the underlying program, potentially impacting the control of
the CPS. To address this, Gecko draws inspiration from fault
recovery paradigms and introduces shadow compartments,
which operate as a safe mode for the disabled features, facili-
tating a graceful degradation of performance.

Ensuring System Timeliness - Rapid Recovery via Selective
State Restoration. Besides mitigating repeated exploitation, it
is also important to recover the cyber-physical control process
in a timely manner, especially for physical systems that re-
quire high-frequency control loops, such as fighter jets. Gecko
builds on top of existing checkpointing solutions by storing a
clean program state after system initialization and rolling back
to this state upon recovery. While the checkpoint/restore pro-
cess incurs minimal computational overhead, re-calibrating
peripherals (e.g., sensors and actuators) after a data reset can
result in significant delays. Building on the observation that
sensors and actuators are often configured only during initial-
ization and do not require reconfiguration afterward, Gecko
leverages a reference monitor to prevent any unauthorized
reconfigurations of these peripherals after the initial setup.
Concretely, Gecko isolates the software modules that con-
tain the interfaces for configuring the sensors and actuators,
and restricts access to them as read-only after initialization.
This approach prevents tampering with the configurations
of the sensors and actuators, thereby avoiding the need for
re-calibration after a reset.

Prototype and Evaluation. We implemented a prototype
of Gecko on both ARM Cortex-A and x86 architectures. To
evaluate the performance of Gecko, we deployed it on three
real-world applications, namely a UAV (ArduPilot [25]) and
an indoor UGV (Jackal [26]) in a simulated environment, as
well as a real-world robotic arm (OpenManipulator X) [27].
The results show Gecko incurs an acceptable average runtime
overhead of 8.28%. When the system is under attack, Gecko

is able to identify and isolate the exploited input, maintaining
the safety of the target system with a task deadline hit rate
exceeding 80%.

Contributions. The paper contributes the following:

• We formulated the notion of real-time software availabil-
ity, and show recovery from attacks needs to meet both
liveness and timeliness requirements.

• We design and develop Gecko, a recovery technique to
achieve real-time software availability, where repeated
exploitations are thwarted by replacing the exploited
features in the system with a fail-safe one, effectively
disabling the attack vector. Gecko further improves the
timeliness of the recovery by considering the peripherals
that interconnect cyber and physical components.

• We implemented a prototype of Gecko2 and evaluated it
on three real-world CPSs, assessing its feasibility in both
normal execution and attack scenarios, and analyzed the
factors impacting its performance.

2 Motivation and Related Work

As CPSs interact with the physical world, their correctness
depends on both functional and temporal correctness. CPS
software is typically composed of tasks, which are assigned
with precise timing constraints. Tasks are generally imple-
mented as recurring or periodic workloads and serve as the
minimal schedulable units, with each instance required to
complete execution by a specified deadline. Failure to meet
deadlines can result in catastrophic outcomes; for instance,
a delayed control signal in self-driving cars could lead to
accidents. Based on the severity of missed deadlines, tasks
can be categorized as either hard, firm, or soft. Hard implies
that a violation is considered a system failure. Firm indicates
that violating the timing constraint is highly undesirable. Soft
means that occasionally violating the timing constraint is ac-
ceptable, but negatively impacts the quality of the system. In
this paper, we primarily focus on soft real-time systems, as
they represent the majority of real-world industrial cases [28].

In the remainder of this section, we formulate the prob-
lems and discuss the limitations of existing works. To fur-
ther motivate this paper, we present a preliminary evaluation
highlighting their insufficiencies. The evaluation was con-
ducted on four representative CPS platforms: the PX4 Au-
topilot [29] and ArduPilot [25] drones, the OpenManipulator
X [27] robotic arm, and the Jackal [26] UGV. Jackal is tested
on an Intel NUC 8. ArduPilot and OpenManipulator X were
tested on a Raspberry Pi 3b (Cortex-A). PX4 was tested on a
Pixhawk (Cortex-M). To ensure timing fidelity, we conducted
experiments on hardware-in-the-loop (Jackal) or on native

2Source code is publicly available at https://github.com/
WUSTL-CSPL/Gecko.

https://github.com/WUSTL-CSPL/Gecko
https://github.com/WUSTL-CSPL/Gecko


hardware with real sensors (ArduPilot, PX4, OpenManipu-
lator). The more detailed experimental setup is provided in
Section 6.

2.1 Problem Formulation

Due to the continuous interaction with the physical world,
availability is a necessity for safety. In this work, we formulate
real-time software availability as the ability of tasks/processes
to meet deadlines in real-time cyber-physical systems. In the
context of recovery-based availability protection, real-time
software availability can be decomposed intolivenessand
timeliness.

Liveness.Many software faults are typically transient or one-
time issues, which a reboot can often mitigate. In contrast, in
the case of adversarial attacks, a determined attacker can re-
peatedly exploit the same vulnerability after a reboot as long
as the vulnerability remains present. Such difference in ad-
versarial behavior makes the liveness problem fundamentally
different from conventional recovery-based fault tolerance. In
this paper, we consider a system to be live if it is capable of
eventually completing the execution.

Timeliness.To ensure safety, many CPSs must respond quickly
to changes in the environment. A delayed response can cause
physical damage and/or loss of life. As such, recovery should
be able to react within the tolerable threshold. In this paper,
we consider timeliness to be the system's ability to recover
from a single attack within a known period that can still allow
the system to maintain safety. This represents a signi�cant
distinction from traditional systems, such as data-center envi-
ronments, where delayed responses primarily affect service
objectives rather than having life-critical consequences. To
highlight the importance of timeliness, we conducted a pre-
liminary evaluation of the impact of response time on control
performance using the Jackal. To quantify the impact on con-
trol, we use the deviation between the actual and reference
paths as the metric. Figure 1a shows the control deviations
under different recovery response times of Jackal UGV. It can
be observed that the vehicle can only maintain within a bound
of 0.2 seconds recovery time; otherwise, it deviates from its
reference path by more than 0.4 meters, potentially leading to
a collision in the physical world.

2.2 Existing Solutions

Given the goal of Gecko, related approaches can be catego-
rized into two groups: one focuses on preventing repeated
attacks (liveness) and the other aims to eliminate the attack
impacts promptly (timeliness). The summary information3 is
presented in Table 1.

3While the goal is attack recovery, we also include existing techniques
for fault recovery for a comprehensive solution space.

(a) Control deviations at different recovery response times.

(b) Deadline hits. (c) Response times.

Figure 1: Preliminary study results.

Ensuring Execution Continuity. Many prior works have
explored techniques that maintain software execution in the
presence of faults or attacks.Execution Environment Manip-
ulation: There are many non-transient faults that program
restart cannot resolve, as these faults persist until the under-
lying faulty component is repaired. Rx [11] identi�es the
external environmental conditions that lead to such faults and
manipulates these conditions, such as adjusting thread inter-
leavings, to avoid a crash. However, this approach is effective
only for a limited scope of faults, where the bug manifestation
and root causes are known. The adaptive nature of attacks ren-
ders this method ineffective.N-Version Programming:This
line of research introduces additional implementation ver-
sions as redundancy to respond to faults or attacks. Existing
approaches can be further divided into software-based [32,36]
and hardware-based redundancy [33,37], both of which are
costly as they require running multiple instances simultane-
ously. Hardware-based methods further demand hardware
modi�cations. Moreover, employing redundancy as a recov-
ery mechanism requires identifying problematic components,
which is feasible in fault scenarios but challenging in the face
of attacks.Crash-resilient Instruction Set:ZeRØ [31] intro-
duces unique memory instructions that trigger a handler upon
a security violation. However, it also requires hardware modi-
�cations and necessitates developers to redesign the controller
to respond to security violations.Malicious Input Filtering.
Some works are dedicated to �ltering malicious inputs upon
detecting an attack [30, 38, 39]. However, these techniques
rely on dynamic tracing during runtime, making them pro-
hibitively expensive. For instance, Bouncer [38] uses dynamic
symbolic execution, Vigilante [30] employs dynamic data-
�ow analysis, and VSEF utilizes dynamic taint analysis [39].



Table 1: Current Approaches for Attack and Fault Recovery

Example
reference

Target
scenarios

Attack/Fault model
Timeliness Liveness

Engineering efforts
Model Vector w.o. Hw modi�cation w.o. controller redesign

Ensuring Execution Continuity

Execution environment manipulation Rx [11] general program fault -
Malicious Input �ltering Vigilante [30] general program attack -
Crash-resilient instruction set ZeRØ [31] general program attack memory

N-Versions
A8 [32] general program attack memory
BlueBox [33]

CPS
attack -

Re-randomization Fired [34] attack memory

Recovering from Faults

Program restart Huang et al. [35] general program fault - N/A
Microreboot Otherworld [5,7] kernel drivers fault - N/A
Re-execution ConAir [12] general program fault - N/A

Checkpoint/restore
Koo et al. [13] general program fault - N/A
Kong et al. [14] CPS attack sensor N/A

Gecko This work CPS attack memory

Re-randomization:Fired [34] employs re-randomization to
thwart repeated exploitation; however, while randomization
can prevent targeted payload exploitation, it does not necessar-
ily prevent software crashes caused by exploits.Control-based
Restart:Abdi et al. [40] proposed using frequent restarts to
mitigate repeated attacks. It leverages control laws to syn-
thesize controllers that ensure safety under repeated attacks.
However, this approach is limited to stateless controllers,
whereas real-world controllers are typically stateful.

Recovering from Faults. There is also a large body of
work that aims to recover from faulty states.System/Program
restart:A strawman solution is to reboot the system [40] or
the program [11], a technique widely used in software reju-
venation [35]. However, in our investigation, rebooting the
system and program on the Jackal UGV takes 87.3 seconds
and 3.56 seconds, respectively (as shown in Figure 1c), both
of which violate the timeliness requirements. As seen in Fig-
ure 1b, most tasks on the three platforms fail to meet their
deadlines.Microreboot: A more advanced approach is mi-
croreboot [5, 8, 41–43], which focuses on the feasibility of
restarting only speci�c system components to reduce restart
time. However, in real-time systems, the most basic schedu-
lable unit is a task, which is not divisible because dividing
it would require redesigning and re-verifying the scheduling.
Consequently, the minimum rebootable unit is a task, which
takes 3.56 seconds to restart in the Jackal UGV. (as shown
in Figure 1c).Re-execution:This approach [12] recovers
the program by re-executing from a previous program point.
However, this is effective for idempotent code regions, while
most CPS are stateful due to their recurrent workload nature.
Checkpoint/restore:From our experiments, checkpointing the
program states and then rolling back to clean states incurs an
acceptable overhead. However, checkpoint/restore can only re-
set cyber-states, while CPSs are composed of external periph-
eral devices (i.e., sensors and actuators). Once these devices
are corrupted, it can take several seconds to reinitialize them.

From Figure 1b, it can be observed that this re-initialization
causes most tasks (over 83%) to miss their deadlines.

Summary. Prior work on ensuring execution continuity can-
not guarantee liveness properties under attacks due to several
factors, including the unpredictable nature of adversarial be-
havior, prohibitive runtime costs, and substantial engineering
efforts. The research question of how to effectively remove the
attack surface at runtime remains largely unstudied. Moreover,
existing program state recovery techniques do not adequately
achieve timeliness due to the need for re-calibration of CPS
peripherals.

3 Threat Model and Security Goal

We assume there are one or more remotely exploitable vulner-
abilities in the CPS program, which is typically a user-space
program. While we do not make any assumptions on the lo-
cation and type of the vulnerability, we do assume that there
exists a security reference monitor that can detect exploita-
tion of the vulnerability, which manifests as a violation of
the security policy the reference monitor enforces. Note the
assumption on the exploitation detection is essential for re-
covery since vulnerability identi�cation is equivalent to the
halting problem and is undecidable.

The security guarantee Gecko seeks to establish is real-
time software availability (intuitively, the defender regains
full control of the system under a reduced feature set within
a bounded time) when the attacker is actively attempting the
exploitation of the vulnerability (causing denial of service).
While we do believe our solution has the potential to general-
ize to diverse bug classes, our evaluation and analysis in this
work focus speci�cally on memory corruption vulnerabilities,
where the attacker has arbitrary memory reads and writes in
the program space. We consider the following attacks out of
the scope of this work: malicious hardware corruptions, sen-
sor attacks [44], side-channel attacks [45], confused deputy



Figure 2: System work�ow of Gecko.

attacks [46,47], and performance interference attacks [48].
The design and implementation of Gecko further makes the

following assumptions. In line with other works [3,49,50] on
memory security, we assume that code injection is prevented
using modern memory protection technology (e.g., MMU
or MPU), therefore instrumentation cannot be tampered by
the attacker. Since our primary target is user-space security,
the privileged software components (e.g., OS and hypervisor,
etc), hardware (e.g., computation devices, storage, and I/O
peripherals, etc) and Gecko's own components are trustworthy.
We also assume that developers have access to the source
code, which is required for analysis and instrumentation. We
assume the underlying attack detector is capable of identifying
speci�c types of information �ow violation [51, 52], which
depends on the properties the system is designed to protect.
More speci�cally, the reference monitor in our prototype can
only detect control-�ow violations [53] and value-based data-
�ow violations [54].

4 Design of Gecko

Key Idea – Leveraging Feature Reduction upon Recovery
to Ensure System Availability.Many CPSs operate in safety-
critical scenarios, thus fault tolerance is a common design
necessity to ensure safety. This is also a compliance require-
ment in industrial standards, such as the EN 50128 standard
for railway software [55] and ECSS-Q-HB-60-02A from the
European Space Agency [56].

Faults can be categorized into transient or permanent [57].
Unlike transient faults, which can be mitigated by rebooting,
permanent faults persist until the faulty component is repaired
or replaced. In such cases, recovery from a permanent fault
requires redundancy, which serves as an alternative to replace
the original faulty component. Systematically, redundancy
can be identical replicas or feature-degraded versions such as
fail-safe mechanisms. For example, in ArduPilot, the former
can be the case that the software maintains tracks for multiple
inertial measurement units (IMUs) [58], each serving as a
backup for the others. For the latter, the ArduPilot codebase
implements 11 well-de�ned fail-safe modes [59]. Figure 3
shows a simpli�ed code example, where the drone triggers

Figure 3: A simpli�ed fail-safe code snippet in ArduPilot.

fail-safe action when the connection to the ground station fails.
More generally, Table 2 summarizes the availability of fault
tolerance in the four CPS platforms examined in Section 2.
In fact, all four platforms incorporate fail-safe mechanisms,
such as fail-safe landing in PX4 [60] and replanning behavior
in Jackal [61, recovery behavior] and OpenManipulator [62],
to name a few.

Inspired by this, Gecko adopts redundancy inattackrecov-
ery. Upon attack, Gecko disables some functionalities along
with the input vector and executes a secure reduced feature re-
dundant version to ensure system availability. Speci�cally, it
follows the principle ofusing simplicity to control complexity
in the simplex architecture [36], where the system transitions
to a simpler yet safer controller when faults are detected in
the complex controllers.

Table 2: Fault Tolerance Availability in CPS Platforms

ArduPilot PX4 Jackal UGV OpenManipulator

Replica X X - -
Fail-safe X X X X

High-Level Work�ow. As shown in Figure 2, the work�ow
of Gecko has two phases: compile-time and runtime. At com-
pile time, (1) the compiler performs static analysis on the
program's source code and adds the instrumentation to enable
compartmentalization and recovery. At runtime, (2) Gecko
enforces the protection under normal conditions. If an attack
is detected, it identi�es the compartment associated with the
attack. (3) Then, it reduces the attack surface by disabling the
compartment receiving the malicious input and switching to a
feature-reduced recovery block. This prevents attackers from



Figure 4: Compartment-level attack surface identi�cation.

exploiting the same vulnerability while ensuring execution
continuity. (4) The selective recovery mechanism rolls the
corrupted program state back to a clean one and resumes the
execution.

4.1 Program Compartmentalization

To prevent repeated attacks, Gecko chose to reduce the in-
put attack surface by replacing the complex block with the
feature-reduced recovery block. While intuitive, identifying
the input attack surface of memory exploit is challenging. Ex-
isting memory exploit prevention, such as CFI and DFI, aim
to detect policy violations which typically involve a sequence
of events as part of the bug exploitation. However, these vi-
olations do not necessarily happen at the exact locations of
the vulnerable program statements. Essentially, the attribu-
tion to the attack surface hinges on tracing the information
�ows from the inputs throughout the program execution, en-
abling the trace-back to the attack input source upon a security
policy violation. Dynamic tainting [17] is effective for this
purpose; however, its prohibitive overhead (37× slowdown)
signi�cantly limits its applicability in real-time and embed-
ded environments, as it requires tracking every instruction
dependency during runtime. To solve this challenge, Gecko
leverages program compartmentalization to enable ef�cient
information �ow tracking, albeit with a trade-off in granular-
ity. The high-level design is shown in Figure 4.

Compartmentalization and Isolation. Gecko partitions the
program into individual compartments. A compartment is de-
�ned as an isolated code region, along with its accessible data,
peripherals, and allowed control-�ow transfers [63]. Gecko
adopts a code-centric approach [64], where each instruction
belongs to exactly one compartment, while data and peripher-
als may be accessible from multiple compartments.

The compartmentalization scheme is determined by the
chosen policy, which varies based on the speci�c needs of
the application. By default, Gecko adopts a task-based parti-
tioning approach to address these requirements. This choice
is based on two observations. First, tasks are generally the
basic functional units in CPS. Second, the data within tasks
are well self-contained. Consequently, a task-based compart-
mentalization policy introduces fewer compartment switches,

reducing runtime delays.
The partitioning is conducted on program dependence

graph (PDG) [65]. Speci�cally, it iteratively begins partition-
ing each compartment from the entry function of each task. It
performs forward analysis and groups all the related code and
data. When this forward analysis reaches code or data belong-
ing to other compartments, it indicates that these elements are
not exclusive but are shared among different compartments.
Gecko moves them into a new separate compartment and
grants access to the related compartments.

Concretely, data shared by multiple compartments are
grouped into global compartments, and compartment stacks
are allocated to separate regions to prevent cross-stack cor-
ruption via the stack pointer. Legitimate access to global data
and cross-stack data is enabled by the reference monitor. At
runtime, all indirect jumps and memory writes within com-
partments are sandboxed to prevent access to code and data
outside the compartment. Inter-compartment control-�ow and
data-�ow are trampolined to the compartment switch refer-
ence monitor, which resides outside the compartments and
veri�es their validity according to the PDG.

Attack Detector. The attack detection mechanisms are orthog-
onal to Gecko's design. In this paper, we adopt CFI and value-
based DFI [54] within compartments. The value-based DFI
instrument code before each write instruction, which records
the written value (unlike traditional DFI, which records the
instruction's identity). When the same memory is read, the
instrumented code checks if the current value matches the
previously recorded value, allowing it to detect any illegit-
imate write operations. Its advantage lies in enabling the
selective veri�cation of critical variables, thereby maintaining
a manageable overhead. Notably, the nature of compartmen-
talization allows for the deployment of different detection
methods across compartments. In practice, for less critical
compartments, such as a drone's video recording function-
ality, users can opt not to enforce attack detection, further
reducing overhead.

To prevent attacks that hijack control �ow into in�nite
loops (thereby blocking other tasks from running on the CPU),
Gecko 's detector monitors the execution time of each task.
If a task exceeds its prede�ned worst-case execution time
(WCET), the detector triggers an alarm.

4.2 Attack Surface Attribution

Gecko tracks runtime dependencies to attribute the attack
input surface upon detecting an attack. To achieve a balance
between runtime ef�ciency and attribution accuracy, it utilizes
a multi-staged compartmentalization strategy as part of its
attribution mechanism.

Multi-staged Attack Input Compartment Attribution.
Concretely, the attack detector monitors for violations of the
expected security policy at runtime. When an attack is de-



tected, Gecko traces back to the compartment(s) that received
the malicious input based on runtime dependencies. The iden-
ti�ed compartment(s) will then be isolated in the next phase
(detailed in § 4.2), such that the entry point of the attack is
removed. When the system is under execution, information
�ow, thus dependency, among the compartments is recorded
by the compartment switch reference monitor. Gecko lever-
ages this runtime context to attribute the detected attack from
the compartment where it was identi�ed to the compartment
that received the malicious input.

However, attack surface attribution being performed at the
compartment level is unavoidably over-approximated, often
resulting in the attribution of the attack to a large number
of unnecessary inputs. On the other hand, even though �ne-
grained compartmentalization allows for more precise attri-
bution, the runtime overhead is prohibitive. To address this
dilemma, Gecko employs multi-stage compartmentalization
strategies where the granularity of compartments is increased
upon attack detection for attribution. Under normal conditions,
Gecko operates with the default coarser-grained compartmen-
talization. However, when a compartment containing multiple
inputs is attributed as the attack surface, Gecko switches that
compartment to the �ner-grained version. Furthermore, there
are compartments with large amounts of static dependency,
Gecko further leverages the dynamic tracked compartment
information �ow between consecutive attack instances to nar-
row down the set of possible attack vectors.

Incremental Input-oriented Re-Compartmentalization. To
enable seamless online switching, Gecko implements incre-
mental re-compartmentalization, where the �ner-grained ver-
sion is built as an extension of the coarser-grained version.
This approach enables selective switching to a �ner-grained
version for speci�c compartments, rather than completely
overwriting the compartmentalization strategy for the entire
program.

A natural question is how to determine the desired gran-
ularity for �ner attribution. To this end, Mutable Protection
Domains (MPDs) [66] model the cost of compartmentaliza-
tion and formulate the compartmentalization policy as an
optimization problem. This enables us to �nd a policy that
maximizes isolation utility within deadline constraints. While
MPDs can achieve optimal protection, they require accurately
modeling timing costs of individual compartments and their
communication costs, which is a challenging problem on mod-
ern computing platforms [67]. Gecko instead avoids this by
special-purpose heuristics. Drawing on the insight that input
separation is the most important factor driving the �delity of
attack attribution, Gecko further adopts an input-oriented com-
partmentalization strategy, partitioning compartments on a
per-input basis. Building on top of the default task-level com-
partmentalization (described in the previous section), Gecko
further partitions the compartment by inputs. Speci�cally,
Gecko initially assigns each input statement to an individ-
ual sub-compartment. It then analyzes program dependencies

Figure 5: Multi-stage attack surface attribution.

from each input statement. It groups the sequential statements
into a compartment until the next statement involves new
input data �ow dependencies.

4.3 Graceful Degradation via Shadow Com-
partment

To compensate for the disabled input(s) and reduced func-
tionality, Gecko makes use ofShadow Compartment, which
serves as a simpli�ed replacement of the original compart-
ment. When an original compartment is disabled, the shadow
compartment swaps in and handles invocations from other
compartments on behalf of the original compartment. The
disabled inputs can be categorized as either non-essential or
essential for maintaining control performance. Non-essential
inputs, such as user interface inputs, primarily affect operabil-
ity, while essential inputs, such as sensor data, are critical for
control performance. Depending on the reduced inputs, Gecko
provides two modes within the shadow compartment. The de-
fault mode ensures execution continuity for non-essential in-
put reductions, while the customized mode handles reductions
in essential inputs, aiming to achieve graceful degradation.

Default Mode. This mode is automatically supported and
target-agnostic, eliminating the need for manual intervention.
Concretely, the default mode monitors the return values of
inter-compartment calls by recording the initial return value
for each compartment pair. When activated, it directly pro-
vides the recorded value to the caller compartment. Returning
default values in shadow compartments, although straightfor-
ward, is effective for maintaining execution continuity when
certain inputs are non-essential for system control. For ex-
ample, debugging and visualization features in user-machine
interfaces can be removed without signi�cantly affecting con-
trol performance, even though this removal reduces user in-
teractivity with the target CPS. Nevertheless, prior research
has identi�ed these interfaces as high-likelihood attack vec-
tors [68]. While sensor data can also be manipulated, it is
less likely to lead to memory corruption due to its �xed data
patterns (e.g., length).

Customized Mode.The customized mode handles the cases



Table 3:Existing Methods Compensating Sensor Unavailability

Inputs
Model

Output
Sensor Actuation Sensor Actuation

PID-Piper [73] X ML model X
Software Sensor [71] X State-space X
Kalman Filter [72] X State-space X
UnRocker [70] X ML model X

where essential input data are missing. Following the princi-
ples of the Simplex architecture [36], this mode employs a
simpler recovery block to replace the vulnerable component.
Developing such a recovery block typically requires domain
and application-speci�c knowledge. Talos [69] addresses this
challenge by utilizing built-in error-handling mechanisms
within applications as recovery blocks. As outlined in Sec-
tion 2, mature CPS software often incorporates extensive built-
in fail-safe mechanisms. For instance, ArduPilot includes 11
fail-safe modes. These existing codebases can be directly
retro�tted by developers to function as shadow compartments.
However, in the absence of such built-in error-handling code
or when a more advanced safe mode is desired, additional
manual effort is often necessary. This highlights the need for
toolchains to support this process.

Support for Development. Although the development of
shadow compartments is application-speci�c and requires
domain expertise, Gecko aims to streamline this process by
offering supporting tools. These tools are designed based on
the development requirements identi�ed in existing related
research. Some of the existing work on input data compen-
sation is summarized in Table 3. When partial input data
becomes unavailable, these approaches leverage the remain-
ing sensors and system states to either estimate the missing
sensor measurements [70–72] or directly generate corrective
control commands [73, 74]. This is typically accomplished
using either state-space functions [71] or machine learning
models [70, 73, 74], both of which are developed based on
empirical data.

Based on this observation, Gecko facilitates the data col-
lection during the shadow compartment development phase.
The process of developing a shadow compartment in Gecko
follows this pipeline:(i) Gecko identi�es the compartments
affected by a missing sensor input. It �rst identi�es the com-
partments that include sensing tasks by recognizing the I/O ac-
cessing interfaces in the control loop. By analyzing data �ow
in the PDG, developers can determine the I/O task-dependent
compartments and identify the type of data the policy should
predict, i.e., the policy's output.(ii) Users execute various mis-
sions under a trusted environment for data collection. Gecko
facilitates this procedure by providing built-in logging inter-
faces that record sensor and actuation data based on identi�ed
I/O tasks.(iii) With the collected data, users can build the pre-
dictive model for target data compensation of�ine and deploy
it inside the shadow compartment, which is used in response
to the input isolation.

Figure 6: Checkpoint and restore in Gecko.

4.4 Attack Impacts Mitigation

Besides reducing the attack surface, it is necessary to mitigate
the attack impacts. Gecko uses checkpoint/restore techniques
for ef�ciency. An alternative method is lock-stepping [75],
which runs multiple instances of a program synchronously
and switches to a clean one upon recovery. However, this
approach requires multiple resources (e.g., CPU) for running
different program instances, and thus can be challenging to
deploy in real-time embedded environments.

Program State Reset.As discussed in Section 2, it is chal-
lenging, if not impossible, to determine when a malicious
payload enters the system without signi�cant state recording.
When using snapshots and rollback, attacks likely occur be-
fore detection. As such, unlike existing works [76, 77] that
periodically checkpoints the memory states to handle the oc-
casional faults, Gecko checkpoints once at the point when
no malicious input has been received, i.e., immediately after
system initialization.

Peripheral Re-Con�guration Prevention. The attacker can
also tamper with the memory write operations used to con�g-
ure sensors and actuators. While rebooting can reinitialize the
peripherals, it takes a considerable amount of time for recon-
�guration, as demonstrated empirically in Section 2. Gecko
leverages built-in compartmentalization to prevent malicious
sensor and actuator con�gurations at runtime. As sensors and
actuators are calibrated only during system initialization and
remain unchanged, their driver tasks do not need dynamic in-
puts afterward. Consequently, Gecko partitions the functional
calls for con�guring sensors and actuators as separate com-
partments at compile-time. At runtime, Gecko ensures that
sensor compartments will not allow any recon�gurations un-
less speci�cally permitted through the whitelist according to
the security policy. Furthermore, the actuation compartment
will only allow values from a permitted range that is known
to be recoverable through subsequent updates. Furthermore,
manually identifying the sensor and actuator con�guration
code requires intensive manual efforts. To address this issue,
Gecko automatically identi�es the sensor and actuator con�g-
uration functions and addresses through dynamic analysis.



5 Implementation

The implementation primarily consists of the following com-
ponents.

Program Compartmentalization. This is implemented on
top of the open-source project ACES [63] and mainly includes
two steps: compartmentalization generation and enforcement.

Generation.Gecko employs anLLVM front-end analysis pass
to identify compartment transitions, global data accesses, and
cross-stack memory interactions between compartments. This
analysis is developed based on SVF [78]. A task-based com-
partmentalization policy is adopted in our implementation,
which is described in Section 4.1. Each source �le containing
a task from the task list forms a compartment. At linking time,
a Python script is used to separate the code and data of the
same compartment into different ELF sections and place them
in a contiguous memory address space. The code sections are
enforced as executable-only.

Enforcement.The trampoline code is instrumented as a refer-
ence monitor, replacing the identi�ed statements. Sandboxing
is achieved by masking the high bits of reserved registers stor-
ing the addresses of indirect jump and write instruction targets
within a compartment. The mask is only modi�ed before a
global write instruction and in the reference monitor to access
the global variable compartment and switch compartments.
Runtime dependency between compartments is constructed by
recording all global data accesses and inter-compartment calls.
To support portability on both x86 and ARM architectures,
the back-end passes are achieved by two distinctLLVM passes.
These two passes mainly differ in analyzing architecture-
speci�c indirect jump and write instructions. Additionally,
LLVM automatically handles variable-length instruction en-
coding, ensuring seamless integration across architectures.
As a user-space solution, Gecko is designed to operate in-
dependently of the memory isolation implementation from
underlying OS and hardware, enabling deployment on com-
puting platforms equipped with either an MMU or an MPU.

Attack Surface Detection and Isolation.The current pro-
totype adopts built-in CFI [79] within theLLVM compiler
and a value-based DFI, derived from OAT [54], to detect DFI
violations. The value-based DFI protects control-dependent
data, such as conditional variables, and semantically critical
data, including input, output, and control variables. To mea-
sure the execution delay of each compartment, we instrument
timestamp recording functions at the start and end of inter-
face functions (i.e., functions invoked by or returning to other
compartments) and compute the timestamp differences as the
execution delay.

Data Reset Mechanism.This component primarily involves
checkpoint/restore and prevention of the dynamic recon�gu-
ration of peripherals.

State Checkpoint/Restore.This component is developed based
on the codebase of the open-source project CRIU [80]. The

snapshot copies data from each compartment's memory space
and registers, storing it outside the sandbox. To address the
memory boundaries, Gecko uses thePROVIDE() function in
linker scripts to export the beginning and ending addresses of
EFL sections for each compartment during linking.

Sensor and Actuator Con�guration Prevention.Gecko dis-
ables sensor and actuator con�gurations by grouping con-
�guration functions into separate compartments and pre-
venting other compartments from invoking them after ini-
tialization. Since our evaluation platforms are Linux-based,
Gecko locates these peripheral con�guration functions by
�rst narrowing down to functions that contain related syscalls,
such asioctl. For non-Linux platforms (e.g., low-cost micro-
controllers), the focus shifts to memory-mapped I/O (MMIO)
operations instead ofioctl invocations. Once con�rmed via
dynamic runs, these invocations ofioctl are replaced with
reference monitors that check parameters.

6 Evaluation

We evaluate Gecko to answer the following questions:

• What are the costs of Gecko under no-attack conditions?
(Section 6.1)

• How effective is Gecko at recovering from an attack? (Sec-
tion 6.2)

• Does Gecko work on a real CPS platform? (Section 6.3)

Experimental Setup.The evaluation was conducted on three
real-time CPS platforms:

ArduPilot Drone [25]. It is an open-source project widely
used in UAVs. It includes over 30 tasks, encompassing typical
UAV functionalities like navigation and control. We run it on
a Navio2 [81], which uses a Raspberry Pi 3B as the computing
platform along with a companion board that includes several
onboard sensors. We run the ArduPilot software stack in
software-in-the-loop simulation mode.

Jackal UGV [26]. It is an open-source platform commonly
used for autonomous vehicle studies. We set up a hardware-
in-the-loop simulation environment for experiments. The sim-
ulator runs on a host PC and the software stack of Jackal
UGV runs on an Intel NUC 8. In the simulation, we attach a
SICK LMS1xx LiDAR [82] to the Jackal UGV as the sensor
for localization.

OpenManipulator X [27]. It is an open-source robotic arm
equiped with the industrial-grade software stack, MoveIt [83].
MoveIt is widely adopted in both industry [84–86] and
academia. We deploy it on a real robot arm, which uses a
Raspberry Pi 3B for computation, a Pi Camera Module V2
for sensing images, and inertial measurement units at each
joint to capture motion data.

For each platform, we manually extract the deadline of
each task from the source code. For tasks where the deadline



Figure 7: Runtime overhead breakdown under normal conditions on ArduPilot.

is not speci�ed, we assume the deadline is the same as the
period. This is common in real-time task models, also known
as implicit deadlines or the Liu & Layland model [87].

6.1 Cost of Gecko

We evaluate the cost of Gecko by measuring the runtime and
memory overhead of Gecko on ArduPilot and Jackal UGV.
To evaluate the runtime overhead of software components in
Gecko, we measured the execution times of real-time tasks in
ArduPilot and Jackal over 100 runs for each software compo-
nent. To measure the memory overhead of Gecko, we monitor
applications' maximum Resident Set Size (RSS). Under task-
based compartmentalization, ArduPilot is partitioned into a
total of 39 task compartments, while the Jackal has 6 task
compartments.

Runtime Overhead.The breakdown of the normalized run-
time overhead for each task in ArduPilot and Jackal is shown
in the top part of Figure 7. The average end-to-end runtime
overhead is 8.28% in ArduPilot and 7.52% in Jackal. The
bottom part of the �gure shows the execution times and their
variations, with each box representing the 25th percentile
to the 75th percentile. Tasks exhibit varying execution time
changes depending on their original workloads. In ArduPi-
lot, the average standard deviations across all tasks are 3.43
µs without Gecko and 3.59µs with Gecko. This indicates
that Gecko slightly increases the variation, possibly due to
its impact on data locality, such as increasing cache misses.
However, the overall increase is only 4.7%. In the case of
Jackal, the standard deviations are 68.9µs without Gecko and
69.1µs with Gecko, also indicating a marginal increase.

Besides, none of the tasks on either platform violate
their deadline. The task closest to a deadline violation is
one_hz_loop, likely due to its I/O-intensive logging workload.
The native version is already close to the deadline, and Gecko
only increases execution time by 3.12%.

Compartmentalization Overhead.This part of runtime over-
head arises from two main causes: enforcing control-�ow
integrity and data-�ow integrity between compartments.
The former incurs overhead during compartment switches,
while the latter occurs during memory access operations on
shared data between compartments. As a result, the compart-
mentalization runtime overhead increases with more inter-
compartmentalization communications and global variable
accesses. The average overhead from compartmentalization
is 2.09% and 2.60% in ArduPilot and Jackal, aligning with
the �ndings of prior work that we adopted in our implementa-
tion. The task with the highest overhead isekf_check (8.7%)
in ArduPilot andAddRangeData (5.50%) in Jackal, which
can be attributed to its responsibility for fusing intermediate
results from different sensors, thus introducing frequent com-
partment switches betweenekf_check, ComputeConstaints
and sensor input compartments.

Attack Detection Overhead.The runtime overhead from at-
tack detection is from memory corruption attack detection
mechanisms, i.e., value-based DFI [54] and CFI [79]. The
critical variables protected by value-based DFI in our proto-
type include conditional variables and variables used in digital
controllers. As a result, the average runtime overhead intro-
duced by attack detection mechanisms increases with more
indirect jumps and critical variable accesses in each task. The
average runtime overhead of tasks in ArduPilot and Jackal
is 4.66% and 4.19%, respectively. The tasks with the highest
attack detection overhead arelandinggear_update (5.69%)
andAddRangeData (4.99%), which can be attributed to their
control computation complexity, requiring a high frequency
of critical control variable accesses.

Checkpointing Latency.The one-time latency of checkpoint-
ing snapshots arises from saving the memory state after CPS
initialization, increasing proportionally with the size of the
memory states to be saved. Speci�cally, taking a snapshot
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Figure 8: Runtime and memory overhead of Jackal UGV.
Figure 8a shares the same legend with Figure 7.

takes 79 ms on ArduPilot and 16 ms on Jackal, which is negli-
gible compared to the CPS initialization times of 3.13 seconds
on ArduPilot and 6.19 seconds on Jackal.

Memory Overhead.Figure 8b shows the memory overhead
of software components in Gecko on ArduPilot and Jackal.
Overall, the total memory overhead for ArduPilot is 10.85
MB, while the available RAM is 1 GB. Regarding Jackal,
the memory overhead amounts to 184.42 MB, with the total
RAM size being 16 GB. The total memory overhead consists
of four parts. (1) Gecko maintains the uncorrected memory
state after system initialization, which introduces the most sig-
ni�cant part of the memory overhead. Speci�cally, Gecko in-
troduces 43.27% and 91.61% memory overhead on ArduPilot
and Jackal, respectively. (2) Gecko alters the memory layout
and instruments the CPS for the enforcement of compart-
mentalization policies, introducing 31.9% memory overhead
on ArduPilot and 17.2% on Jackal. (3) Gecko adds instru-
mentation to enforce memory corruption detection, resulting
in 16.38% and 13.04% memory overhead on ArduPilot and
Jackal, respectively.

6.2 Effectiveness of Gecko under Attacks

Attack Emulation. From the CWE (software weaknesses
ranking) [88], the most prevalent memory vulnerabilities are
out-of-bounds write, use-after-free, and OS command injec-
tion. We selected out-of-bounds write as the attack vector.
The other two attacks are similar for testing recovery, as the
only difference is that they require different detection strate-
gies. For the ArduPilot platform, we inject a vulnerability into
its user interface components based on the real-worldCVE-
2022-28711. For the Jackal, due to the lack of a real-world
CVE, we inject a vulnerability into the function handling user
input, which manages waypoint assignment. The attack is
then launched at a random time after the mission starts. Once
triggered, it launches an out-of-bounds write on the actuation
signals, altering the throttle value sent to the actuators. To
emulate repeated attacks, the attack is reactivated at random
intervals between 0 and 1 second after the initial activation,

where the interval is suf�cient to disrupt system stability. To
emulate a sophisticated attack, we assume the attacker can
craft a payload that bypasses detection in the input task but is
detected in the next downstreaming task, which isekf_check
in ArduPilot andAddImuData in Jackal, respectively.

Metric. To evaluate the effectiveness of Gecko, we consider
two aspects: (1) software availability, quanti�ed by the num-
ber of deadline hits during recovery, and (2) control perfor-
mance, quanti�ed by the deviation between the actual trajec-
tory and the reference trajectory over time.

Task Deadline Hits under Attacks.We measured the recov-
ery time from when an attack is detected to when the program
resumes execution after restoring its state. Over 10 runs, the
average recovery time was 15.1 ms for ArduPilot and 35.4
ms for Jackal. With such response time, only 4 tasks out of
39 tasks (89.7% deadline hit rate) in ArduPilot and 1 task out
of 6 tasks (83.3% deadline hit rate) in Jackal miss deadlines
due to their high execution frequencies. Moreover, the task
that missed the deadline only happens for one instance, with
no consecutive deadline misses.

Compared to existing recovery methods such as system
reboot (which results in a 0% deadline hit rate for both ap-
plications) and program restart (which achieves only 2.56%
and 16.7% deadline hit rates for ArduPilot and Jackal, re-
spectively), Gecko signi�cantly reduces missed deadlines and
enhances the availability of real-time software. The results
are plotted in Figure 9a.

Shadow Compartment Effectiveness.The results with and
without shadow compartments are plotted in Figures 9d, 9b,
and 9c. Under normal conditions, the control deviations have
an average of 0.12 m (meters) on ArduPilot and 0.03 m on
Jackal. When under attack, the average deviation is 39.98 m
in ArduPilot and 0.51 m in Jackal.

Default policy.We use the default policy to handle attacks
originating from user inputs in both ArduPilot and Jackal.
On both platforms, user input handling is well-encapsulated
as individual components. In ArduPilot, this is managed by
the Mavlink module [89], while in Jackal, it is handled by a
single thread implemented using ROS [90]. By employing
shadow compartments that return default values, the control
performance remains unaffected. These default shadow com-
partments are suf�cient to ensure the system stays operational
and successfully completes its mission.

Customized Policy.To further assess the effectiveness of ap-
plying customized policies in the shadow compartment, we
also consider scenarios where sensor inputs are compromised.

We assume that the IMU data is compromised on both
platforms. Under these circumstances, we observe that the
default policy fails on ArduPilot but remains functional on
Jackal. This difference arises because Jackal primarily relies
on LiDAR point clouds for control, whereas ArduPilot de-
pends heavily on IMU data for UAV attitude estimation. Thus,
Jackal could complete the mission with a deviation of 0.04 m.



(a) Deadline hits. (b) Shadow cmpt. on ArduPilot. (c) Shadow cmpt. on Jackal. (d) Different inputs disabled.

Figure 9: Evaluation of Gecko's Effectiveness.

In contrast, ArduPilot maintains the mission for only a short
duration, experiencing a deviation of 0.17 m and returning to
the landing point.

To address this, we implemented a proof-of-concept
shadow compartment for ArduPilot to compensate for missing
data. Speci�cally, the customized policy employs a record-
and-replay approach: sensor data is recorded in advance under
normal conditions. Upon an attack, the shadow compartment
replays this data to approximate the missing sensor input.

Figure 9b shows the control deviations over time. The
results indicate that the customized shadow compartment
achieves better performance than the default version, reducing
trajectory deviation to 0.12 m in ArduPilot. Additionally,
the customized shadow compartment enables the UAV to
complete the entire mission rather than landing prematurely.
However, this improved effectiveness comes at the cost of
increased manual effort in development.

Scalability.The performance degradation is closely related
to the disabled sensor inputs. Therefore, we evaluate the ef-
fectiveness of the shadow compartment in compensating for
various missing inputs. Speci�cally, we consider three possi-
ble inputs that could be disabled in ArduPilot: the GPS signal,
gyroscope, and accelerometer.

Figure 9d illustrates the reduction in trajectory deviation
during a mission when different numbers of inputs are dis-
abled. In the case where one input is disabled, the accelerom-
eter is disabled. When two inputs are disabled, both the ac-
celerometer and gyroscope are disabled. With three inputs
disabled, the accelerometer, gyroscope, and GPS are all dis-
abled. The results show that the average trajectory deviations
in ArduPilot are 0.118 m with one input disabled, 0.168 m
with two inputs disabled, and 0.198 m with three inputs dis-
abled. These results also indicate that reducing the number
of disabled inputs through attack surface identi�cation can
enhance overall control performance.

6.3 Real-world Case Study

This case study demonstrates the effectiveness of Gecko on
a real-world CPS, the OpenManipulator X robotic arm [27],

with the physical device shown in Figure 10a. The robotic
arm is programmed to execute a prede�ned mission emulat-
ing an industrial work�ow: it detects the position of a box by
recognizing its QR code, grasps the box, and places it at the
designated destination. Additionally, the robotic arm provides
an interface for users to modify the mission, such as interrupt-
ing tasks or changing the destination of objects. To emulate an
attack, a buffer over�ow vulnerability is intentionally inserted
into the function that processes user input. This vulnerability
is triggered during the mission, allowing the attacker to over-
write the wait time between two waypoints [10]. This results
in the robotic arm's joints exerting excessive force, causing
it to collide forcefully with the table. After the initial attack,
the attacker continuously carries out repeated attacks.

Results.Figure 10b illustrates the force exerted by the robotic
arm's end-effector over multiple control iterations. Under
normal conditions, the force changes gradually and remains
consistently below 120 N (Newtons). However, during an
attack, the force can increase sharply within a short period,
reaching up to 200 N. This sudden surge not only disrupts the
original mission but also causes the robotic arm to crash into
the table. We deploy Gecko on the robotic arm and con�gure
the shadow compartment with a function that resets the arm
to its initial pose. We repeated the experiment. During this
run, Gecko detected the illegal write operations and prevented
them. It then disabled the compartment responsible for pro-
cessing user inputs. Since this compartment does not handle
essential data or code for control, its deactivation only affects
operability. Subsequently, the software rolls back to its initial
state, which takes 8.71 ms. Since the recovered program state
does not include the mission data, the shadow compartment
responds by resetting the robotic arm to its initial pose. This
recovery process effectively prevents damage caused by the
attack while ensuring the system's safety and stability.

To evaluate the impact of Gecko under normal conditions,
we measured its performance overhead. The results show
that Gecko introduces a runtime overhead of 7.97% and a
memory overhead of 61.4 MB on the OpenManipulator X
system con�gured with four compartments. Despite these
overheads, the system successfully ensured that all real-time



(a) Setup. (b) Joint efforts with/without attack.

Figure 10: Case study on OpenManipulator X robotic arm.

tasks met their deadlines.

7 Security Analysis

In this work, we decompose real-time software availability
into liveness and timeliness in the context of system recovery.
As such, the analysis would focus on these two aspects as
well as the realization of the protection mechanism.

Liveness Protection.An attacker may attempt to repeatedly
exploit the same vulnerability to compromise the availability.
However, Gecko prevents this by identifying and isolating
potentially vulnerable input compartments immediately after
an exploit is detected, thereby thwarting further exploitation.
Since the attack vector attribution has no false negatives (al-
though false positives may occur), the vulnerable input vector
is guaranteed to be removed. While the reduction of attack
surface from disabling the potentially vulnerable compart-
ments degrades performance, it is mitigated by the shadow
compartments, which compensate for the missing features
and maintain system functionality. However, it is important
to note that even though eventual execution is guaranteed,
depending on the number of stages con�gured in the multi-
staged input compartment attribution, there is an unavoidable
trade-off on how quickly the vulnerability is mitigated and
how accurate the defense action is. The more stages there are,
the �ner-grained the compartments are without introducing
prohibitive overhead, however, this also leads to more rounds
of attribution when the attacker can continue to cause program
security violations, impacting the system availability.

Timeliness Protection.The timeliness aspect, on the other
hand, focuses on how quickly Gecko can clean up the attack
impact (caveat on the effectiveness of the security monitor),
and the time to clean up has to be bounded. The current
design leverages selective checkpoint and restore function,
which scales according to the size of the program memory,
and therefore should be bounded. However, the recovery to the
initialized value may not always be the secure/safe choice. For
example, setting altitude to 0, as initialized, while the drone
is in �ight may cause the system to destabilize. In our cur-

rent implementation, this has to be addressed by the shadow
compartment. Further discussion is available in Section 8.

Meta-data Corruption Prevention. Gecko utilizes runtime-
saved metadata to enforce compartmentalization, detect mem-
ory attacks, and facilitate system state recovery. However,
attackers may seek to undermine Gecko's effectiveness by
corrupting this metadata to bypass detection or disrupt the
recovery process. Gecko prevents this attack by storing all
metadata in a dedicated memory region, isolated from the
application compartments using software fault isolation tech-
niques. By sandboxing the compartments, Gecko ensures that
unauthorized memory access is prevented, maintaining the
integrity of the metadata.

8 Limitations and Future Work

Gecko is an ambitious attempt to tackle the long-standing
challenge of availability assurance. It has many limitations
that require further study, including cyber-physical state in-
consistency in recovery and shadow compartments in feature
reduction.

Cyber-physical Inconsistency in Recovery.The current de-
sign of Gecko leverages the checkpoint/restore technique to
achieve timeliness in recovery. By using the initialized state
as a clean slate, the recovery process eliminates the impact
of the attack. However, many control software are inherently
stateful, and directly recovering the cyber state to initializa-
tion will also remove the valuable control states, leading to
a signi�cant discrepancy between the cyber representation
of the physical states and the actual values and poor con-
trol performance. To minimize the impact of recovery, more
checkpoints can be set up throughout the program. Upon
recovery, selected states (spatial) can be rolled back to differ-
ent checkpoints (temporal). Further investigation is needed
on how to ensure the absence of adversarial data in these
checkpoints, as well as the consistency among the recovered
and non-recovered states. Besides the �delity of the check-
points and recovery mechanism, inconsistency (both among
the cyber states and cyber-physical states) will always exist,
necessitating techniques to quickly recognize and mitigate
the inconsistencies. Our current implementation builds on top
of existing approaches in control software for handling inter-
mittent faults. For example, ArduPilot [25] re-initializes IMU
trackers upon detecting inconsistencies, and the Jackal [91]
re-initializes its odometry system when the location is lost. In
cases where no such re-initialization method exists in the orig-
inal codebase, it can be a non-trivial effort that would require
signi�cant domain expertise to develop the mitigation.

Shadow Compartment. Gecko utilizes shadow compart-
ments as a safe mode to compensate for disabled functional-
ity. However, its current support for shadow compartments
remains limited. Speci�cally, the default mode is designed
for non-essential inputs, such as debugging interfaces, which


	Introduction
	Motivation and Related Work
	Problem Formulation
	Existing Solutions

	Threat Model and Security Goal
	Design of Gecko
	Program Compartmentalization
	Attack Surface Attribution
	Graceful Degradation via Shadow Compartment
	Attack Impacts Mitigation

	Implementation
	Evaluation
	Cost of Gecko
	Effectiveness of Gecko under Attacks
	Real-world Case Study

	Security Analysis
	Limitations and Future Work
	Conclusion
	Ethics Considerations and Compliance with Open Science Policy

